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Bayesian	Inversion
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min
𝒙
		𝐽 𝒙 =

1
2 𝒙 − 𝒙+ ,𝐁./ 𝒙 − 𝒙+ +

1
2 ℎ 𝒙 − 𝒚3 ,𝐑./ ℎ 𝒙 − 𝒚3 	

• Incremental	4D-Var

• Square-root	Preconditioning

ℎ 𝒙5./ + 𝛿𝒙 ≈ ℎ 𝒙5./ + 𝐇𝛿𝒙
Jacobian

𝛿𝒙 = 𝐋𝛿𝒗 Preconditioned	
CV	Increment

Control	Variable	(CV)
Increment

Model/observation	operator
Observations
Model/observation	error	covariance

ℎ
𝒚3
𝐑

𝒙
𝒙+
𝐁

Control	Variable
Prior
Prior	error	covariance

𝐁 = 𝐋𝐋,



Incremental	4D-Var
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Nonlinear	Model	
(residual	and	
trajectory)

Low-Rank	Hessian	
Decomposition

Initial	Gradient

Increment δ𝒙< = 𝐋δ𝒗< ≈ 𝐋𝐀>./? 𝒃

ℎ 𝒙<./

𝒃A = 𝛁𝐽C

𝐀D> ≈ 𝐀 = 𝛁E𝐽C

𝒙< = 𝒙<./ + δ𝒙<

“Inner	Loop”

“O
uter	Loop”

𝐀δ𝒗< = 𝒃A
(Least	Squares)

		𝐽 𝒙 =
1
2 𝒙 − 𝒙+ ,𝐁./ 𝒙 − 𝒙+

+
1
2 ℎ 𝒙 − 𝒚3 ,𝐑./ ℎ 𝒙 − 𝒚3 	



Incremental	4D-Var
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Nonlinear	Model	
(residual	and	
trajectory)

Low-Rank	Hessian	
Decomposition

Initial	Gradient

Increment δ𝒙< = 𝐋δ𝒗< ≈ 𝐋𝐀>./? 𝒃

ℎ 𝒙<./

𝒃A = 𝛁𝐽C

𝐀D> ≈ 𝐀 = 𝛁E𝐽C

𝒙< = 𝒙<./ + δ𝒙<

“Inner	Loop”

“O
uter	Loop”

TARGET	OF	
THIS	WORK

Also	for	
Posterior	
Covariance



“Inner	Loop”
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Low-Rank	Hessian	
Decomposition 𝐀D> ≈ 𝐈 + 𝐋,𝐇,𝐑./𝐇𝐋 = 𝐀

Conjugate	Gradient	– Lanczos
sequential	– iteration		– traditional

(e.g.,	Golub	and	Van	Loan,	1996)

Qk,	Hessian	Basis	Set

𝐀D> = 𝐕D>𝚲D>𝐕D>,

𝑛×𝑛
𝑛 ∼ 10X − 10Y
(1) Can	not store	in	memory
(2) Can multiply	by	vectors

(approximate	eigen-decomposition)

𝑑𝑜	𝑖 = 2,… , 𝑘

𝑒𝑛𝑑	𝑑𝑜

𝒒/ = 𝒃A
(initial	gradient)

𝒒5 = 𝑓 𝐀𝒒5./
(dependent)

𝑓 – e.g.,	Lanczos	recurrence



“Inner	Loop”
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Low-Rank	Hessian	
Decomposition 𝐀D> ≈ 𝐈 + 𝐋,𝐇,𝐑./𝐇𝐋 = 𝐀

CG	– Lanczos
sequential	– iteration		– traditional

(e.g.,	Golub	and	Van	Loan,	1996)

Qk,	Hessian	Basis	Set

𝐀D> = 𝐕D>𝚲D>𝐕D>,
(approximate	eigen-decomposition)

Adjoint	and	Tangent	
Linear	models	use	
majority	of	wall-
time,	storage,	

memory
Iterations	imply	

additive	wall-times	
with	increasing	𝑘.

Scalable	parallelism	in	𝐇
&	𝐇, are	model/domain	
dependent	and	limited	
due	to	lower	resolution	

than	ℎ 𝒙

+𝑑𝑜	𝑖 = 2,… , 𝑘

𝑒𝑛𝑑	𝑑𝑜

𝒒/ = 𝒃A
(initial	gradient)

𝒒5 = 𝑓 𝐀𝒒5./
(dependent)

𝑓 – e.g.,	Lanczos	recurrence



“Inner	Loop”
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Low-Rank	Hessian	
Decomposition 𝐀D> ≈ 𝐈 + 𝐋,𝐇,𝐑./𝐇𝐋 = 𝐀

𝑑𝑜	𝑖 = 2,… , 𝑘

𝑒𝑛𝑑	𝑑𝑜

CG	– Lanczos
sequential	– iteration		– traditional

𝑄𝑅 𝐘<×>

𝛀<×> ∼ 𝑁 0,1 normal	random	noise

Randomized	SVD	(RSVD)
parallel – ensemble	– new

𝒒/ = 𝒃A

(e.g.,	Golub	and	Van	Loan,	1996) (e.g.,	Halko	et	al.,	2011)

(initial	gradient)

𝐘<×> = 𝐀𝛀<×> = 𝐀𝝎/	𝐀𝝎E⋯𝐀𝝎>
(independent)

(Bousserez	and	Henze,	2017)
RIOT

𝒒5 = 𝑓 𝐀𝒒5./ Qk,	Hessian	Basis	Set

𝐀D> = 𝐕D>𝚲D>𝐕D>,
(dependent)

(approximate	eigen-decomposition)

𝑓 – e.g.,	Lanczos	recurrence



Low	
Model	
Bias

FIRES

Tracer	emissions	inversion

𝒚jklmn = ℎ(𝒙)
2D	(spatial)	+	1D	

(temporal)	
chemical	fluxes

WRF-Chem residual	error	for	
ARCTAS	Aircraft	SP2	black
carbon (22	June,	2008)

(µg	BC/mt)ℎ 𝒙 − 𝒚3
+1.50.0-1.5

[Guerrette	and	Henze,	2015,	GMD;	Guerrette	and	Henze,	2017,	ACP]

𝐽 𝒙 =
1
2 𝒙 − 𝒙+ ,𝐁./ 𝒙 − 𝒙+

+
1
2 ℎ 𝒙 − 𝒚 ,𝐑./ ℎ 𝒙 − 𝒚

𝒙 = ln FLUX
(nonlinear) 𝑛 = 10X gridded	fluxes

𝑚 = 241 observationsDOFs≈15
(#	independent	sources	constrained)

Δ𝑥 = 18𝑘𝑚



First	Inner	Loop	Increment	Convergence	
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Rank	of	Hessian	Approximation	(𝐀D>)
(#iterations/#ensembles)

Conclusion	for	each	inner	
loop:
• CG	requires	10	iterations
• RSVD	requires	40	ensembles

RSVD:
(1) Up	to	×10 faster	for	𝐐
estimation	

(2) ×4 FLOPs

δ𝒙�? = 𝐋𝐀>./? 𝒃

𝐀δ𝒗� = 𝒃A
Least	Squares:

||δ𝒙�? − δ𝒙�||E

(both	proportional	to	DOFs	,	A-spectrum	dependent)

Perfect	increment	
from	full-rank	SVD	

(k=241)



Cost	Function	Convergence
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𝐽
𝐽A

Wall-Time

× 16	cores	per	Hessian	multiplication

8
7

6

5

4

nouter=3

65
4

nouter=3

Previously
Untapped

Regime

additional
scaling
available

CG	scalability	limited	by	
model-level	parallelization	
and	architecture



Computational	Scaling
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Cores

W
al
l-T
im
e

× 16	cores	per	Hessian	multiplication

MPI	Limit

• CG	scalability	limited	by	
model-level	
parallelization	and	
architecture

• RIOT	wall-time	could	be	
further	improved	by	
using	more	cores	per	
ensemble

*128-core	simulation	
introduces	errors	due	to	
WRF	MPI	parallelization	
limit	for	80-by-80	
model	columns



Incremental	4D-Var

12

Nonlinear	Model	
(residual	and	
trajectory)

Low-Rank	Hessian	
Decomposition

Initial	Gradient

Increment δ𝒙< = 𝐋δ𝒗< ≈ 𝐋𝐀>./? 𝒃

ℎ 𝒙<./

𝒃A = 𝛁𝐽C

𝐀D> ≈ 𝐀 = 𝛁E𝐽C

𝒙< = 𝒙<./ + δ𝒙<

“Inner	Loop”

“O
uter	Loop”

𝐏� estimation	in	
final	outer	iteration

𝐏� = 𝐋𝐀./𝐋,



Rank	of	Hessian	Approximation	(𝐀D>)

RSVD:
(1) Approx.	×40 faster	
for	𝐐 estimation

(2) ×1.2 FLOPs	

Posterior	Covariance	Convergence
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Perfect	covariance	from	
full-rank	SVD	(k=241)

(Frobenius Norm)

(#iterations/#ensembles)

Conclusion	for	final	
inner	loop:
• CG	requires	~40	
iterations

• RSVD	requires	~47	
ensembles

𝐏�? = 𝐋𝐀𝒌./? 𝐋,

(both	proportional	to	DOFs	,	A-spectrum	dependent)



Total	Inversion	Wall-Time
Traditional
(sequential,	16	cores)

RIOT
(parallel,	656	cores)
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Increment

Posterior
Covariance

TOTAL

(AD+TL)×54
𝑘 = 10, 𝑛k�� = 5

(AD+TL)×40.5
𝑘 = 40

(AD+TL)×94.5

(AD+TL)×8.8
𝑘 = 40, 𝑛k�� = 7

(AD+TL)×1.2
𝑘 = 47

(AD+TL)×11.0

Further	Scaling	Improvements:
• Code/scripts	not	optimized	for	I/O	yet
• WRFDA-Chem 4D-Var	includes	line	search	&	checkpoint	I/O,	NWP	does	not
• RIOT	wall-time	benefits	improve	for	higher	𝑘 (higher	DOFs)

(AD+TL)≈42	minutes



Summary	and	Next	Steps
• RIOT	enhances	computational	scalability	for	4D-Var	in	WRFDA
• Existing	code+script is	applicable	to	all	WRFDA	applications
• Optimal	configuration	for	each	application	and	architecture	
requires	tradeoff	analysis:		
• I/O	requirements
• Model	parallelization	(#	cores/ensemble,	MPI,	OpenMP?)
• 4D-Var	algorithm	 parallelization	(#	ensembles	vs.	accuracy,	RIOT)

• (not	shown) RIOT	preconditioning	techniques	can	further	
reduce	both	wall-time	and	core-time	(hardware	energy	
consumption)

• Need	to	apply	to	higher	DOFs	problem
• Need	to	test	with	physical	nonlinearities	(besides	lognormal	J)

15



Extra	Slides
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How	can	CG	be	that	efficient	for	
increment?
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(1) Least	squares:	dominant	eigenmodes align	with	b
(2) shared	spectral	information

𝒃 = 𝐋,𝐇,𝐑./ 𝐻 𝒙<./ − 𝒚

𝐀 = 𝐈 + 𝐋,𝐇,𝐑./𝐇𝐋

gradient/
seed	vector

Hessian

δ𝒙 = 𝐋𝐀./? 𝒃Increment

→ consistent	with	Hansen	(2010)

Rank	of	Hessian	Approximation	(𝐀D>)



Full	Optimization	Scenarios
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Name Cores	per	
Hessian	
Multiplication

Hessian
Approx.	
Method

#Iterations	
OR	
#Ensembles

#	outer	
iterations

CG_4 4 CG 10 6
⋮

CG_16 16 CG 10 6
⋮

CG_96 96 CG 10 6
CG_128 128 CG 10 6
RIOT_656 16 RSVD 40 8


